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What is natural language?

• Way for humans to communicate with each other


• Use it to express feelings, transmit information, and store knowledge 


• Discrete, combinations of symbols


• Learnable by all humans



Key challenges of understanding language

• Ambiguity (at multiple levels)


• Scale


• Sparsity (Long tail)


• Variation


• Expressivity


• Unmodeled Variables (Implicit knowledge / Context)


• Unknown representation (representation)



What has this course covered?

Representations 

• Embeddings


• Compositional


• Structured

LLMs 

• Prompting


• Efficient fine-tuning


• Pre-training 


• Post-training

Methods 

• Language Models 


• Statistical Methods


• Neural Models


• Dynamic programming

Applications and tasks 

• Machine translation, text generation, question answering, grounding
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Key Questions

• How to represent language?


• How to compose meaning?


• How do we parse the “surface form” of language to a 
representation that a computer can process?


• How do we take an encoded representation and generate 
text from it? 


• What are the key methods / algorithms for learning these 
representations? 



Methods we covered

Use when you have no data

Good way to have something to bootstrap from

Simple baselines for text classification

Solid understanding helps understand NNs

Data hungry, compute intensive Use pretrained models and then fine-tune on limited data →



Understanding what is said  
(encoding, parsing, feature extraction)

Deciding what to say  
(decoding, generating)

Encoder-Decoder Model

Latent

representation



How to represent language?

What kind of representation should go here?   
Structured?  Unstructured? Grounded?

Latent

representation

Dependency parse

Constituency 
parse

Tensor

Image



Common choice: flat unstructured vector of real numbers 
- easy to work with 
- well defined mathematical operations  
- can be used to measure if two things are similar or not 

 

Vector based representation

Vector

representation



How to encode language?

Understanding what is said  
(encoding, parsing, feature extraction)

Vector

representation

What is this function that takes the 
sentence and converts it into a vector?

Properties we want 
- Be able to represent a single word 
- Be able to represent the meaning 

of a sentence as a composition of 
the meaning of each word



How to learn representations for words?

• Predict what goes next 

    The cat sat on the _____ 

• Fill in the blank 

   A bottle of ______ is on the table.

Use context to represent words 

how to learn a dense vector representation that 
can be used to predict words from their context

LM

MLM



How to compose language?

Sequence of words 


(or characters) 

Composition 


function

Simplest: take weighted average

Movie was terrible
Example:

+ +

Sentence  
representation

Use in downstream task



How to compose language?

Bag of Words (BOW) 


Window BoW (bag of ngrams)


RNN


Transformers


CNN


GraphNN

Sequence of words 


(or characters) 

Composition 


function

Throughout the course 
- started with simple models and  
then covered more complex models

Sentence  
representation

Other ways to obtain




FFN vs RNNs vs Transformers

the movie was terribly exciting !

Transformer layer 3

Transformer layer 2

Transformer layer 1

RNN Transformer

15

FFN



How to use the learned representation?

Vector

representation

What do we do with this vector 
representation after we get it?

Do prediction: classify as spam/not spam 

Use to generate text (also known as decoding) 

Can also be used to generate other stuff (like images!)

Use in downstream task



How to decode language?

Vector

representation

How do we generate text from this?

Auto-regressive text-generation 
- Predict one word at time 
- Big classification problem  
- Can predict word from vocabulary or copy 

from somewhat else 

Different training strategies 
- Maximum likelihood estimation (cross-

entropy loss for classification) 

Different decoding strategies 
- Greedy, Beam search, Sampling Deciding what to say  

(decoding, generating)



What has this course covered?

Representations 

• Embeddings


• Compositional


• Structured

LLMs 

• Prompting


• Efficient fine-tuning


• Pre-training 


• Post-training

Methods 

• Language Models 


• Statistical Methods


• Neural Models


• Dynamic programming

Applications and tasks 

• Machine translation, text generation, question answering, grounding



Emergence of capabilities in LLMs

SoTA methods: can use zero-shot/few-shot prompting, or fine-tune

https://arxiv.org/abs/2005.14165

GPT3 [Brown et al. 2020]

https://arxiv.org/abs/2005.14165


Pre-training

LM training on large, large 

amount of data

Fine-tuning

Supervised fine-tuning for 

instructions

Preference 
optimization

Align to human 

preferences

Post-training

Model 
compression


Reduce size of model for 
efficient deployment

Task specific 

fine-tuning


Custom domains, 
improved performance on 

specialized tasks

Prompting

Generate responses

Use to build LLM agents



Small language models
• SLM: language models <10B 

21https://princeton-cos597r.github.io/lectures/lec16.pdf
Figure Credit: Mengzhou Xia

Reduce model parameters and size through 
• Pruning 
• Distillation 
• Quantization
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Limited coverage of applications



Guest Lectures

Issam Laradji 

Agentic AI

Jialin Song 

Jailbreaking LLMs

Mike Lu 

AI4Math

Qirui Wu

Text and 3D 
Representation Learning

Sonia Raychaudhuri

Semantic Representation 

for Robots

Xiaohao Sun

Text-to-Scene 

Generation

TA presentations

Austin Wang

LLMs for 

modeling DNA

https://issamlaradji.com/
https://scholar.google.com/citations?user=-zPtvfsAAAAJ&hl=en
https://mikeljl.github.io/
https://qiruiw.github.io/
https://sonia-raychaudhuri.github.io/
https://sun-xh.github.io/
https://atwang16.github.io/


Topics in NLP research

• Dialogue and Interactive Systems
• Discourse and Pragmatics
• Generation and Summarization
• Information Extraction 
• Question Answering
• Information Retrieval
• Language Resources and Evaluation
• Language and Vision
• Linguistic and Psycholinguistic 

Aspects of CL
• Machine Learning for NLP

• Machine Translation
• NLP for Web, Social Media and Social 

Sciences
• NLP-enabled Technology
• Phonology, Morphology and Word 

Segmentation
• Semantics
• Sentiment Analysis and Opinion Mining
• Spoken Language Processing
• Tagging, Chunking, Syntax and Parsing
• Text Categorization and Topic Models
•



Remaining challenges and topics in NLP

• Understanding and interpreting these 
large data-driven models


• Compositional generalization


• Grounded natural language 
understanding


• Unsupervised and few-shot learning


• Language acquisition and emergence of 
language

• Integrating domain-specific knowledge into 
NLP models


• Improving evaluation


• Building practical systems


• Efficient models


• Bias, trust, and ethics




Long-form context evaluation

Marzena Karpinska

Can modern LLMs consistently answer questions that require 
reasoning over long-context (e.g. novels)? 

One Thousand and One Pairs: A “novel” challenge for long-context language models [Karpinska et al. EMNLP 2024]

Culture specific questions

CaLMQA: Exploring culturally specific long-form question 
answering across 23 languages [Arora et al. ACL 2025]

https://marzenakrp.github.io/
https://arxiv.org/pdf/2406.16264
https://arxiv.org/pdf/2406.17761
https://arxiv.org/pdf/2406.17761


Grounded NLP / RoboNLP

Language Conditioned Imitation Learning over Unstructured Data (https://language-play.github.io/) 
Lynch and Sermanet, RSS 2021



Going beyond passive, supervised NLP

Experience Grounds Language (https://www.youtube.com/watch?v=cQasYLUC_00) 
Bisk et al, EMNLP 2020

https://www.youtube.com/watch?v=cQasYLUC_00


AI and society



Big topics, not just ML researchers
• How does LLMs and AI impact society?


• How will it change society?


• How will jobs be affected?  How will education be affected?


• Who are the stakeholders that are affected?  


• Can you trust what the LLMs are generating?


• What about power consumption and energy requirements?

https://www.nytimes.com/interactive/2025/03/16/technology/ai-data-centers.html



How LLMs and AI changing jobs?
• AI can be used for tasks in many 

sectors

https://www.anthropic.com/research/labor-market-impacts



Companies are using AI

https://www.mckinsey.com/capabilities/quantumblack/our-insights/the-state-of-ai

• LLMs to write reports


• AI agents to automate 
tasks and workflow



AI for software
AI output quality vs. human experts: 12% → 83% in under two years

https://metr.org/blog/2025-03-19-measuring-ai-ability-to-complete-long-tasks/



AI for software
2025: Developers over estimated the amount of time 
AI agents will help them save

https://metr.org/blog/2025-07-10-early-2025-ai-experienced-os-dev-study/

2026: Developers don’t want to code without AI 
assistance.  AI is also better.

https://metr.org/blog/2026-02-24-uplift-update/



Pass rate of Claude on PR fixes

https://metr.org/notes/2026-03-10-many-swe-bench-passing-prs-would-not-be-merged-into-main/



How LLMs and AI changing jobs?

https://www.nytimes.com/2026/03/12/magazine/ai-coding-programming-jobs-claude-chatgpt.html

• Current software developers


• Excited to be working with agents


• Compared to other fields, agents takes the repetitive part, software 
developments focus on creative aspects


• Students


• Where are my jobs?

NYTimes (Feb 1, 2026)

Harvard Business Review (Feb 6, 2026)

https://hbr.org/2026/02/ai-doesnt-reduce-work-it-intensifies-it


How LLMs and AI changing jobs?
• How to adapt?  Keep learning!


• Learn to use AI and use AI to learn

Credit: Graham Taylor

Sweet Spot

Use AI to Learn
• Pair programming
• Review & understand
• Ask for explanations
• Build new skills

Use AI to Automate
• Full agentic mode
• For skills you have
• Scale your expertise
• Focus on higher work

Don’t blindly copy what AI gives you



AI is changing society
Health Advice

NYTimes (Feb 17, 2026)

NYTimes (Feb 9, 2026)

NYTimes (March 29, 2026)

Therapist

Education

NYTimes (April 14, 2025)

https://www.npr.org/2026/01/14/nx-s1-5674741/ai-schools-education

NPR (Jan 14, 2026)

The Atlantic (Sept 3, 2025)

NYTimes (Jan 30, 2026)

Both positive and negative aspects

ScienceDaily (March 2, 2026)

NYTimes (Nov 25, 2025)



AI is changing society

NYTimes (May 7, 2024)

NYTimes (July 31, 2025)

Companionship

NYTimes (Feb 12, 2026)

NYTimes Magazine (Nov 5, 2025)

NYTimes (Feb 26, 2026)

DatingWork

Harvard Business Review (Feb 6, 2026)

HBS Working Knowledge (Mar 16, 2026)

Futurism (Mar 6, 2026)

Both positive and negative aspects

https://hbr.org/2026/02/ai-doesnt-reduce-work-it-intensifies-it
https://www.library.hbs.edu/working-knowledge/gen-ai-boosts-productivity-but-cant-turn-novices-into-experts
https://futurism.com/artificial-intelligence/ai-brain-fry


AI harms
Hallucinations

The Guardian (Jan 8, 2026)

Character.ai

BBC (March 6, 2026)

The Guardian (Oct 15, 2025)

Psychosis

Toxic praise

Psychology Today (Nov 27, 2025)

Suicide and killings

CBC (Mar 2, 2026)

Regulating AI

Science (Mar 6, 2026)

Even when users mentioned 
manipulation, deception, or harmful 

actions, the AI defended them.

The Guardian (Mar 11, 2026)
Real world cases (2025)
- Stabbing of 3 students in Pirkkala, Finland
- Cybertruck blow up in Las Vegas

Photograph: Alcides Antunes/Reuters

https://www.theguardian.com/technology/2026/jan/08/google-character-ai-settlement-teen-suicide
https://www.bbc.com/news/articles/czx44p99457o
https://www.theguardian.com/world/2025/oct/15/canada-ai-hallucinations-legal-defense
https://www.psychologytoday.com/ca/blog/urban-survival/202507/the-emerging-problem-of-ai-psychosis
https://www.cbc.ca/news/canada/british-columbia/ai-implications-tumbler-ridge-bc-mass-shooting-explainer-9.7110251
https://www.science.org/doi/10.1126/science.aec8352
https://www.theguardian.com/technology/2026/mar/11/chatbots-help-users-plot-deadly-attacks-researchers-find
https://gnet-research.org/2025/06/12/prompted-to-harm-analysing-the-pirkkala-school-stabbing-and-its-digital-manifesto/
https://apnews.com/article/cybertruck-explosion-trump-hotel-las-vegas-6c85af85255753db497f2cd344fb2ace


AI is changing people
• People making their words and life accessible to AI


• Writing for AI


• Uploading journals and personal information to AI


• Companies 


• Putting code into databases for AI


• Making sure conversations are documented and recorded for AI

https://www.nytimes.com/2026/03/29/opinion/ai-claude-chatgpt-gemini-mcluhan.html



Topics that people study
• Ethics and impact of AI models


• Bias and fairness


• Safety and trustworthy AI


• Data valuation and privacy


• Evaluating the capability and failures 
of LLMs and other AI models


• Making models that are explainable 
and interpretable

Courses and reading groups at SFU 

• AI and society reading group


• https://nickmvincent.github.io/
sfu-aias-rg/


• Trustworthy Deep Learning


• https://sfu-tai.github.io/tdl-
spring-2025/

Nick Vincent Linyi Li

https://nickmvincent.github.io/sfu-aias-rg/
https://nickmvincent.github.io/sfu-aias-rg/


More courses at SFU

• Advanced NLP: CMPT 839 

• Efficient training and fine-tuning of LLMs

• Advanced techniques for text generation (e.g. diffusion for text generation)

• Modelling long-sequences, state-space models

• Grounded natural language understanding


• Other recent trends and topics in NLP

• Special topics classes: CMPT 419/983


• Human and Data-Centric AI with Nick Vincent


• Trustworthy Deep Learning with Linyi Li


• Reinforcement learning (CMPT 729) with Jason Peng

https://angelxuanchang.github.io/cmpt839-sp2025/
https://www.nickmvincent.com/
https://sfu-tai.github.io/tdl-spring-2025/
https://cs.sfu.ca/~linyi/
https://xbpeng.github.io/teaching/cmpt_729/
https://xbpeng.github.io/

