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Summary of topics

• So far 

• Language Modeling:  

• Text classification:  
• with Naive Bayes, Logistic Regression and Neural Networks 

• Word embeddings: Representing  as a vector 
• This week + next week 

• Sequence modeling 
• Transformers and contextual word-embeddings 

• Later 
• Decoding and text generation 
• Structured prediction (parsing) 
• NLP Applications

P(wi |w1:i−1)
P(c |d)

w

2



Overview

• What is sequence modeling?


• Hidden markov models (HMM)


• Decoding algorithms: Greedy, Viterbi, Beam


• Maximum entropy markov models (MEMM)
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Sequence modelling

• NLP is all about sequence modelling 


• Sequence tagging


• Sequence generation


• Different models for sequence modelling


• HMMs, RNNs, Transformers
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Sequence Tagging (part-of-speech)

5
Example from Anoop Sarkar



Other sequence tagging problems

• Named Entity Recognition


Michael    Jordan    is   a    professor   at    UC    Berkeley.


• Shallow Phrase Chunking


 The       cat       sat      on       the    mat    under   the     sun

PER PER ORG ORGO O O OI- I-B- B-

BIO encoding

B-NP I-NP B-VP B-PP B-NP I-NP B-PP B-NP I-NP
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Sequence Tagging (phrase chunking)

7
Example from https://www.cnts.ua.ac.be/conll2000/chunking/

B-NP B-VP B-NP I-NP I-NP I-NP B-VP I-VP

PRP VBZ DT JJ NN NN MD VB

He reckons the current account deficit will Narrow

[NP He ] [VP reckons ] [NP the current account deficit ] [VP will narrow ]



Part of speech tags
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What are POS tags?

• Word classes or syntactic categories


• Reveal useful information about a word (and its neighbors!)

The/DT old/NN man/VB the/DT boat/NN

The/DT cat/NN sat/VBD on/IN the/DT mat/NN

British/NNP left/NN waffles/NNS on/IN Falkland/NNP Islands/NNP
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Parts of Speech

• Different words have different functions


• Closed class: fixed membership, 
function words


• e.g. prepositions (in, on, of), 
determiners (the, a)


• Open class: New words get added 
frequently


• e.g. nouns (Twitter, Facebook), verbs 
(google), adjectives, adverbs
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Penn Tree Bank tagset

(Marcus et al., 1993)

[45 tags]

Other corpora: Brown, WSJ, Switchboard
11



Part of Speech Tagging

• Disambiguation task: each word might have different 
senses/functions


• The/DT man/NN bought/VBD a/DT boat/NN


• The/DT old/NN man/VB the/DT boat/NN
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Part of Speech Tagging

• Disambiguation task: each word might have different 
senses/functions


• The/DT man/NN bought/VBD a/DT boat/NN


• The/DT old/NN man/VB the/DT boat/NN

Some words have 
many functions!
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A simple baseline

• Many words might be easy to disambiguate


• Most frequent class: Assign each token (word) to the class it occurred most in the 
training set. (e.g. man/NN)


• Accurately tags 92.34% of word tokens on Wall Street Journal (WSJ)!


• Word error rate (WER) compounds: 


• Consider model with ~97-98% accuracy


• Average English sentence ~ 14 words


• Sentence level accuracies: 0.9214 = 31% vs 0.9714 = 65% vs 0.9814 = 75%

The/DT old/JJ man/NN the/DT boat/NN
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Hidden Markov Models
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Some observations

• The function (or POS) of a word depends on its context


• The/DT old/NN man/VB the/DT boat/NN


• The/DT old/JJ man/NN bought/VBD the/DT boat/NN


• Certain POS combinations are extremely unlikely


• <JJ, DT>  or <DT, IN>


• Better to make decisions on entire sequences instead of 
individual words (Sequence modeling!)

16



Markov chains

• Model probabilities of sequences of variables


• Each state can take one of K values ({1, 2, ..., K} for simplicity)


• Markov assumption: 


Where have we seen this before?

P(st |s<t) ≈ P(st |st−1)

s1 s2 s3 s4

: Initial distributionπ(s1)

: Transition probabilityP(st |st−1)
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Markov chains

s1 s2 s3 s4

The/?? cat/?? sat/?? on/?? the/?? mat/?? 

• We don’t observe POS tags at test time

Tags hidden

18



Hidden Markov Model (HMM)

The/?? cat/?? sat/?? on/?? the/?? mat/?? 

• We don’t observe POS tags at test time


• But we do observe the words!


• HMM allows us to jointly reason over both hidden and observed events.

s1 s2 s3 s4

the cat sat on

Tags

Words

hidden

observed
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Components of an HMM

s1 s2 s3 s4Tags

Words

1. Set of states S = {1, 2, ..., K} and observations O


2. Initial state probability distribution 


3. Transition probabilities 


4. Emission probabilities 

π(s1)

P(st+1 |st)

P(ot |st)

o1 o2 o3 o4

: Emission probabilityP(ot |st)
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Assumptions

s1 s2 s3 s4Tags

Words

1. Markov assumption: 


                    


2. Output independence: 


                        

P(st+1 |s1, . . . , st) = P(st+1 |st)

P(ot |s1, . . . , st) = P(ot |st)

o1 o2 o3 o4

Which is a stronger assumption?

Emission 

Probabilities

Transition 

Probabilities
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What we want to be able to do?

Tags

Words

s1 s2 s3 s4

o1 o2 o3 o4

22

• Compute the probability (likelihood) of a sequence


• Estimate the model parameters (train the model)


• Use the model to generate new sequences (decoding)



Sequence likelihood

Tags

Words

s1 s2 s3 s4

o1 o2 o3 o4

<latexit sha1_base64="BoSrUehhUmtkeAVuNlfvbT72/aM=">AAACIHicbZDLSgMxFIYzXmu9jbp0EyxCC6XMFMVuhKIbd1a0F2jLkEnTNjSTDElGKENfxYXP4sKNSpf6NGbaWdTWHwJ/vnMOyfn9kFGlHefbWlvf2Nzazuxkd/f2Dw7to+OGEpHEpI4FE7LlI0UY5aSuqWakFUqCAp+Rpj+6TerNZyIVFfxJj0PSDdCA0z7FSBvk2ZVa/rF4X4DXsJZXnluEyisXYYf1hFbJhRehSLBYxMLjBc/OOSVnJrhq3NTkQKqaZ087PYGjgHCNGVKq7Tqh7sZIaooZmWQ7kSIhwiM0IG1jOQqI6sazDSfw3JAe7AtpDtdwRhcnYhQoNQ580xkgPVTLtQT+V2tHul/pxpSHkSYczx/qRwxqAZO4YI9KgjUbG4OwpOavEA+RRFibUE0G7vLGq6ZRLrmXJefhIle9SdPIgFNwBvLABVegCu5ADdQBBi/gDXyAT+vVere+rOm8dc1KZ07AH1k/vzTNnvY=</latexit>

P (S,O) = P (s1, s2, . . . , sn, o1, o2, . . . , on)
<latexit sha1_base64="ok0jPZlvJymia7EcL7BzA6rORiE="></latexit>

= ⇡(s1)P (o1|s1)
nY

t=2

P (st, ot|st�1)
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<latexit sha1_base64="iVZj4n2PaWUGBdyuWQu/aIDYVYo=">AAACLHicbVBNSwMxEM36Wb9XPXoJFqE9WHZF1EuhqAePFawW2rpk01RDs8mSzApl7R/y4G9R8FLFq7/DdN2Dtj4IvHlvhsm8MBbcgOeNnJnZufmFxcLS8srq2vqGu7l1bVSiKWtQJZRuhsQwwSVrAAfBmrFmJAoFuwn7Z2P/5oFpw5W8gkHMOhG5k7zHKQErBe55Fbdjjksm8Mu4XlKBjx9xVrRjrbpBCtWD4a3MLMgsGPeZvEhh3x+WA7foVbwMeJr4OSmiHPXAfW13FU0iJoEKYkzL92LopEQDp4INl9uJYTGhfXLHWpZKEjHTSbNrh3jPKl3cU9o+CThTf0+kJDJmEIW2MyJwbya9sfif10qgd9JJuYwTYJL+LOolAoPC4+hwl2tGQQwsIVRz+1dM74kmFGzANgN/8uJpcn1Q8Y8qh5eHxdppnkYB7aBdVEI+OkY1dIHqqIEoekIvaITenWfnzflwPn9aZ5x8Zhv9gfP1DYX1pGw=</latexit>

= ω(s1)P (o1|s1)
n∏

t=2

P (ot|st)P (st|st→1)



Example: POS tagging

the/DT cat/NN sat/VBD on/IN the/DT mat/NN

DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

π(DT) = 0.8

P(the|DT, cat|NN, sat|VBD, on|IN, the|DT, mat|NN) = ??

…

24



Example: POS tagging

the/DT cat/NN sat/VBD on/IN the/DT mat/NN

DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

π(DT) = 0.8

= 1.84 * 10−5

P(the|DT, cat|NN, sat|VBD, on|IN, the|DT, mat|NN) = 
<latexit sha1_base64="WXYfv1yoqfAHpqSDFFa1XkQwNsE=">AAACFHicbVDLSgNBEJz1GeMr6tHLYBAiSNgVRS9CUA8eI+QFSQizk04yZPbBTK8Y1vyEB7/FgxcVr4JH/8ZJsoeYWNBQU9XNdJcbSqHRtn+shcWl5ZXV1Fp6fWNzazuzs1vRQaQ4lHkgA1VzmQYpfCijQAm1UAHzXAlVt3898qv3oLQI/BIOQmh6rOuLjuAMjdTKHF/SRihoroHwgPFNaXhEi8kDezCkj3TKaWWydt4eg84TJyFZkqDYynw32gGPPPCRS6Z13bFDbMZMoeAShulGpCFkvM+6UDfUZx7oZjy+akgPjdKmnUCZ8pGO1emJmHlaDzzXdHoMe3rWG4n/efUIOxfNWPhhhODzyUedSFIM6Cgi2hYKOMqBIYwrYXalvMcU42iCNBk4sxfPk8pJ3jnL23en2cJVkkaK7JMDkiMOOScFckuKpEw4eSIv5I28W8/Wq/VhfU5aF6xkZo/8gfX1C+BhnbM=</latexit>

= ⇡(DT)P (the|DT)
<latexit sha1_base64="sgacyCEjlOtL0UhQnIYqTZMtgXM=">AAACHHicbVDJSgNBFOyJW4zbqEcvjUFILmFGInoM6sFTiJANkiH0dDpJk56F7jdiGOdHPPgtHryoePAi+Dd2FlwSCxqKqnq8fuWGgiuwrE8jtbS8srqWXs9sbG5t75i7e3UVRJKyGg1EIJsuUUxwn9WAg2DNUDLiuYI13OHF2G/cMKl44FdhFDLHI32f9zgloKWOWcSVXBvYLcTlcoLv8JRfVpP8t6GjP45O5XHHzFoFawK8SOwZyaIZKh3zvd0NaOQxH6ggSrVsKwQnJhI4FSzJtCPFQkKHpM9amvrEY8qJJ9cl+EgrXdwLpH4+4In6eyImnlIjz9VJj8BAzXtj8T+vFUHvzIm5H0bAfDpd1IsEhgCPq8JdLhkFMdKEUMn1XzEdEEko6EJ1B/b8xYukflywTwrWdTFbOp+1kUYH6BDlkI1OUQldoQqqIYru0SN6Ri/Gg/FkvBpv02jKmM3soz8wPr4AZimhLQ==</latexit>

P (NN|DT)P (cat|NN)
<latexit sha1_base64="PeZ54uBhxck/2+vLWexJVj2reFA=">AAACHnicbVDLTgIxFO3gC/E16tJNIzGBDZkxvpYEXbgimMgjAUI6pQMNnUfaO0Yy8icu/BYXbtQYd/o3doD4AE/S5PScc9Pe44SCK7CsTyO1sLi0vJJezaytb2xumds7NRVEkrIqDUQgGw5RTHCfVYGDYI1QMuI5gtWdwXni12+YVDzwr2EYsrZHej53OSWgpY55giu5FrBbiGulixG+w5NLuTzKfzuKwI+TxPK4Y2atgjUGnif2lGTRFJWO+d7qBjTymA9UEKWathVCOyYSOBVslGlFioWEDkiPNTX1icdUOx7vN8IHWuliN5D6+IDH6u+JmHhKDT1HJz0CfTXrJeJ/XjMC96wdcz+MgPl08pAbCQwBTsrCXS4ZBTHUhFDJ9V8x7RNJKOhKdQf27MbzpHZYsI8L1tVRtliatpFGe2gf5ZCNTlERXaIKqiKK7tEjekYvxoPxZLwab5NoypjO7KI/MD6+ALNAodU=</latexit>

P (VBD|NN)P (sat|VBD) …
0.8 0.5 0.8 0.2 0.6 0.1

Where did these 
numbers come from?

Learned from data!
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Learning for HMMs
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Learning from fully observed data

• Maximum likelihood 
estimate:


• 


•

P(si, sj) =
C(si, sj)
C(sj)

P(o |s) = C(s, o)
C(s)

Fully labeled!  All tags are 
known during training

27



Maximum likelihood 
estimate:



P(si |sj) =
C(sj, si)
C(sj)

P(o |s) = C(s, o)
C(s)

Learning from fully observed data

Easy!

28



DT NN IN VBD

DT

NN

IN

VBD

the cat sat on mat a cleaned chair man

DT

NN

IN

VBD

a/DT man/NN cleaned/VBD the/DT mat/NN 
the/DT cat/NN sat/VBD on/IN the/DT chair/NN 

st+1

st

ot

π(DT) = 2
2

Training corpus:

Estimating probabilities

29



Estimating probabilities

DT NN IN VBD

DT

NN

IN

VBD

the cat sat on mat a cleaned chair man

DT 3/4 1/4

NN

IN

VBD

a/DT man/NN cleaned/VBD the/DT mat/NN 
the/DT cat/NN sat/VBD on/IN the/DT chair/NN 

st+1

st

ot

π(DT) = 2
2

Training corpus:
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Estimating probabilities

DT NN IN VBD

DT

NN

IN

VBD

the cat sat on mat a cleaned chair man

DT 3/4 1/4

NN 1/4 1/4 1/4 1/4

IN 1/1

VBD 1/2 1/2

a/DT man/NN cleaned/VBD the/DT mat/NN 
the/DT cat/NN sat/VBD on/IN the/DT chair/NN 

st+1

st

ot

π(DT) = 2
2

Training corpus:
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Estimating probabilities

DT NN IN VBD

DT

NN

IN

VBD 1/2 1/2

the cat sat on mat a cleaned chair man

DT 3/4 1/4

NN 1/4 1/4 1/4 1/4

IN 1/1

VBD 1/2 1/2

a/DT man/NN cleaned/VBD the/DT mat/NN 
the/DT cat/NN sat/VBD on/IN the/DT chair/NN 

st+1

st

ot

π(DT) = 2
2

Training corpus:
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Estimating probabilities

DT NN IN VBD EOS

DT 4/4

NN 2/4 2/4

IN 1/1

VBD 1/2 1/2

the cat sat on mat a cleaned chair man

DT 3/4 1/4

NN 1/4 1/4 1/4 1/4

IN 1/1

VBD 1/2 1/2

a/DT man/NN cleaned/VBD the/DT mat/NN 
the/DT cat/NN sat/VBD on/IN the/DT chair/NN 

st+1

st

ot

π(DT) = 2
2

Training corpus:
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Learning from partially observable data
(unsupervised learning)

EM: Expectation-Maximization algorithm 

Initialize parameters to some random values


E-Step: Compute expected counts  using current 
parameters


M-Step: Take expected counts use it to re-estimate 
parameters that maximizes the likelihood 


,     


Iterate until convergence.

C̄

P(si |sj) =
C̄(sj, si)
C̄(sj)

P(o |s) = C̄(s, o)
C̄(s)

No labels (or partial labels).

Still want to estimate parameters to 
maximize likelihood of training data. 


Parameters: θ = {P(si |sj), P(o |s)}

Guaranteed to iteratively 
improve likelihood

L(θt) ≥ L(θt−1)

34

EM for HMMs is also known as 

Baum-Welch



Decoding for HMMs
(finding the best sequence)
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Example: POS tagging

the/?? cat/?? sat/?? on/?? the/?? mat/??

DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

π(DT) = 0.8

How to find best sequence?
36



Decoding with HMMs

? ? ? ?

o1 o2 o3 o4

<latexit sha1_base64="01YO4kDpuXbg0Gk8HRPN2vO5MeU="></latexit>

Ŝ = argmax
S

P (S|O) = argmax
S

P (S)P (O|S)
P (O)

<latexit sha1_base64="qX8OOAqnyJS+dR/h/2repwVG1A8=">AAACDHicbVC7TsMwFHV4lvIqMLJYFKSyVAkCwYJUwcJGUelDaqrqxnVaq44T2Q6iCv0BBr6FgQUQKzsjf4PbZoCWI9k+Pude2fd4EWdK2/a3NTe/sLi0nFnJrq6tb2zmtrZrKowloVUS8lA2PFCUM0GrmmlOG5GkEHic1r3+5civ31GpWChu9SCirQC6gvmMgDZSO7fv9kAnlSE+xy7ILnYDuG+P7uVC5dBs1w/maOfydtEeA88SJyV5lKLczn25nZDEARWacFCq6diRbiUgNSOcDrNurGgEpA9d2jRUQEBVKxlPM8QHRulgP5RmCY3H6u+OBAKlBoFnKgPQPTXtjcT/vGas/bNWwkQUayrI5CE/5liHeBQN7jBJieYDQ4BIZv6KSQ8kEG0CNBk40xPPktpR0Tkp2jfH+dJFmkYG7aI9VEAOOkUldIXKqIoIekTP6BW9WU/Wi/VufUxK56y0Zwf9gfX5A2bTmX0=</latexit>

Ŝ = argmax
S

P (S)P (O|S)

• Task: Find the most probable sequence of states 
 given the observations ⟨s1, s2, . . . , sn⟩ ⟨o1, o2, . . . , on⟩

Bayes Rule

How many sequence of states

are there for ?st ∈ {1,2,...,K}

 Kn

What is the best sequence of tags for the observed sequence: the cat sat on the mat
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Decoding with HMMs

• Task: Find the most probable sequence of states 
 given the observations ⟨s1, s2, . . . , sn⟩ ⟨o1, o2, . . . , on⟩

? ? ? ?

o1 o2 o3 o4

<latexit sha1_base64="qX8OOAqnyJS+dR/h/2repwVG1A8=">AAACDHicbVC7TsMwFHV4lvIqMLJYFKSyVAkCwYJUwcJGUelDaqrqxnVaq44T2Q6iCv0BBr6FgQUQKzsjf4PbZoCWI9k+Pude2fd4EWdK2/a3NTe/sLi0nFnJrq6tb2zmtrZrKowloVUS8lA2PFCUM0GrmmlOG5GkEHic1r3+5civ31GpWChu9SCirQC6gvmMgDZSO7fv9kAnlSE+xy7ILnYDuG+P7uVC5dBs1w/maOfydtEeA88SJyV5lKLczn25nZDEARWacFCq6diRbiUgNSOcDrNurGgEpA9d2jRUQEBVKxlPM8QHRulgP5RmCY3H6u+OBAKlBoFnKgPQPTXtjcT/vGas/bNWwkQUayrI5CE/5liHeBQN7jBJieYDQ4BIZv6KSQ8kEG0CNBk40xPPktpR0Tkp2jfH+dJFmkYG7aI9VEAOOkUldIXKqIoIekTP6BW9WU/Wi/VufUxK56y0Zwf9gfX5A2bTmX0=</latexit>

Ŝ = argmax
S

P (S)P (O|S)
<latexit sha1_base64="J13bRBRyGdOKYGa5E9zTuDkv0DM="></latexit>

= argmax
S

nY

t=1

P (ot|st)P (st, |st�1)
Transition 


Probabilities
Emission 


Probabilities

<latexit sha1_base64="+3X3tF67KIJo7UebsAOiW/ZYAe8=">AAAB/XicdVDLSgMxFM3UV62vqrhyEyxCuxky09qOC6HoxmUFWwvtMGTStA3NPEgyQhmL3+LCjYpbv8Olf2P6EFT0wIWTc+4l9x4/5kwqhD6MzNLyyupadj23sbm1vZPf3WvJKBGENknEI9H2saSchbSpmOK0HQuKA5/TG390MfVvbqmQLAqv1TimboAHIeszgpWWvPxBoyg96056qATPYDdm02fJyxeQadl22bIhMssOqlQdTarVU6eGoGWiGQpggYaXf+/2IpIENFSEYyk7FoqVm2KhGOF0kusmksaYjPCAdjQNcUClm87Wn8BjrfRgPxK6QgVn6veJFAdSjgNfdwZYDeVvbyr+5XUS1XfclIVxomhI5h/1Ew5VBKdZwB4TlCg+1gQTwfSukAyxwETpxHQGX4fC/0nLNq0TE11VCvXzRRpZcAiOQBFYoAbq4BI0QBMQkIIH8ASejXvj0XgxXuetGWMxsw9+wHj7BAZxk+U=</latexit>

P (s1|s0) = ⇡(s1)

<latexit sha1_base64="BHgIS3bVO28/Q96Oidvzr5nTgI8="></latexit>

P (s1|s0) = P (s1| < SOS >)

<latexit sha1_base64="OyAgkkAErbBcx8zbG40qt4g5fyU=">AAAB/XicdVDLSgNBEJz1GeMrKp68DAYhXpbZJCYRVIJevBnRPCAJYXYy0SGzD2Z6xbAEv8WDFxWvfodH/8ZJjKCiBQ1FVTfdXW4ohQZC3q2p6ZnZufnEQnJxaXllNbW2XtNBpBivskAGquFSzaXweRUESN4IFaeeK3nd7Z+M/PoNV1oE/iUMQt726JUveoJRMFIntdkKReagBfwW4ouzi+HRLj7ETieVJraTzeacLCZ2rkTyhZIhhcJ+qUiwY5Mx0miCSif11uoGLPK4D0xSrZsOCaEdUwWCST5MtiLNQ8r69Io3DfWpx3U7Hp8/xDtG6eJeoEz5gMfq94mYeloPPNd0ehSu9W9vJP7lNSPoldqx8MMIuM8+F/UiiSHAoyxwVyjOQA4MoUwJcytm11RRBiYxk8HXo/h/Usvazp5NzvPp8vEkjQTaQtsogxxURGV0iiqoihiK0T16RE/WnfVgPVsvn61T1mRmA/2A9foB8ZmUeQ==</latexit>

⇡(< SOS >) = 1

or
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Greedy decoding

DT ? ? ?

The o2 o3 o4

<latexit sha1_base64="qX8OOAqnyJS+dR/h/2repwVG1A8=">AAACDHicbVC7TsMwFHV4lvIqMLJYFKSyVAkCwYJUwcJGUelDaqrqxnVaq44T2Q6iCv0BBr6FgQUQKzsjf4PbZoCWI9k+Pude2fd4EWdK2/a3NTe/sLi0nFnJrq6tb2zmtrZrKowloVUS8lA2PFCUM0GrmmlOG5GkEHic1r3+5civ31GpWChu9SCirQC6gvmMgDZSO7fv9kAnlSE+xy7ILnYDuG+P7uVC5dBs1w/maOfydtEeA88SJyV5lKLczn25nZDEARWacFCq6diRbiUgNSOcDrNurGgEpA9d2jRUQEBVKxlPM8QHRulgP5RmCY3H6u+OBAKlBoFnKgPQPTXtjcT/vGas/bNWwkQUayrI5CE/5liHeBQN7jBJieYDQ4BIZv6KSQ8kEG0CNBk40xPPktpR0Tkp2jfH+dJFmkYG7aI9VEAOOkUldIXKqIoIekTP6BW9WU/Wi/VufUxK56y0Zwf9gfX5A2bTmX0=</latexit>

Ŝ = argmax
S

P (S)P (O|S)

Transition 
Emission 


<latexit sha1_base64="nIKPgAgYqcI7Qrhj8Qg1IL/Qg1E="></latexit>

= argmax
S

n∏

t=1

P (ot|st)P (st|st→1)

<latexit sha1_base64="SlmtmZn33X8OVivlX4tRzUrSdDM="></latexit>

argmax
s

P (The|s)⇡(s1 = s)
<latexit sha1_base64="xcW0+qzfKRX2cg0KY7OB4zSx1DY=">AAAB83icdVDJSgNBEO2JW4xb1KOXxiB4GnqSmMSDENSDxwjZIAmhp9OTNOlZ6K4Rw5DP8CQoiFe/xpN/Y2cRVPRBweO9KqrquZEUGgj5sFIrq2vrG+nNzNb2zu5edv+gqcNYMd5goQxV26WaSxHwBgiQvB0pTn1X8pY7vpr5rTuutAiDOkwi3vPpMBCeYBSM1LnAXeD3kFzXp/1sjthOPl9w8pjYhQopliqGlErnlTLBjk3myKElav3se3cQstjnATBJte44JIJeQhUIJvk00401jygb0yHvGBpQn+teMj95ik+MMsBeqEwFgOfq94mE+lpPfNd0+hRG+rc3E//yOjF4lV4igigGHrDFIi+WGEI8+x8PhOIM5MQQypQwt2I2oooyMCllMiaFr1fx/6SZt50zm9wWc9XLZR5pdISO0SlyUBlV0Q2qoQZiKEQP6Ak9W7H1aL1Yr4vWlLWcOUQ/YL19As7qkVY=</latexit>

= DT
DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

st

DT NN IN VBD

0.8 0.1 0.05 0.05π

s
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Greedy decoding

DT NN ? ?

The cat o3 o4

<latexit sha1_base64="WCAXCenLr99J0l6R13UtKMVMl9M="></latexit>

argmax
s

P (cat|s)P (s2 = s|DT )
<latexit sha1_base64="On47xFGh7hG9CFjXgEhDSez9whc=">AAAB8nicdVBNSwMxEM3Wr7p+VT16CRbB05Jtta4HoejFU6lgVWyLZNOshmazSzIrlqX/wpOgIF79N578N6a1goo+GHi8N8PMvDCVwgAh705hanpmdq447y4sLi2vlFbXzkySacZbLJGJvgip4VIo3gIBkl+kmtM4lPw87B+N/PNbro1I1CkMUt6N6bUSkWAUrHR50AF+B3mjMbwqlYnnVypVv4KJVw3ITi2wpFbbD/YI9j0yRhlN0LwqvXV6CctiroBJakzbJyl0c6pBMMmHbiczPKWsT69521JFY266+fjiId6ySg9HibalAI/V7xM5jY0ZxKHtjCncmN/eSPzLa2cQBd1cqDQDrtjnoiiTGBI8eh/3hOYM5MASyrSwt2J2QzVlYENyXZvC16v4f3JW8fxdj5zslOuHkzyKaANtom3koz1UR8eoiVqIIYXu0SN6csB5cJ6dl8/WgjOZWUc/4Lx+AH4YkTA=</latexit>

= NN

<latexit sha1_base64="qX8OOAqnyJS+dR/h/2repwVG1A8=">AAACDHicbVC7TsMwFHV4lvIqMLJYFKSyVAkCwYJUwcJGUelDaqrqxnVaq44T2Q6iCv0BBr6FgQUQKzsjf4PbZoCWI9k+Pude2fd4EWdK2/a3NTe/sLi0nFnJrq6tb2zmtrZrKowloVUS8lA2PFCUM0GrmmlOG5GkEHic1r3+5civ31GpWChu9SCirQC6gvmMgDZSO7fv9kAnlSE+xy7ILnYDuG+P7uVC5dBs1w/maOfydtEeA88SJyV5lKLczn25nZDEARWacFCq6diRbiUgNSOcDrNurGgEpA9d2jRUQEBVKxlPM8QHRulgP5RmCY3H6u+OBAKlBoFnKgPQPTXtjcT/vGas/bNWwkQUayrI5CE/5liHeBQN7jBJieYDQ4BIZv6KSQ8kEG0CNBk40xPPktpR0Tkp2jfH+dJFmkYG7aI9VEAOOkUldIXKqIoIekTP6BW9WU/Wi/VufUxK56y0Zwf9gfX5A2bTmX0=</latexit>

Ŝ = argmax
S

P (S)P (O|S)
<latexit sha1_base64="nIKPgAgYqcI7Qrhj8Qg1IL/Qg1E="></latexit>

= argmax
S

n∏

t=1

P (ot|st)P (st|st→1)

Transition 
Emission 


DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

st

DT NN IN VBD

0.8 0.1 0.05 0.05π

s
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Greedy decoding

• Not guaranteed to be optimal!


• Local decisions


• Fast!

DT NN VBD IN

The cat sat on

<latexit sha1_base64="umT09xibX7jqIeIqzCbKRN4Azg4="></latexit>

8t, ŝt = argmax
s

P (ot|st)P (s|ŝt�1)

O(K × n)
41



Viterbi decoding

• Use dynamic programming!


• Probability lattice, 


• 


• 


•  Most probable sequence of states ending with 
state j at time i

M[T, K]

T : Number of time steps

K : Number of states

M[i, j] :

T

K

M[T, K]

the cat sat on the mat

DT

NN

IN

VBD

42



Viterbi decoding

DT

NN

IN

VBD

the

M[1,DT] = π(DT) P(the |DT) = 0.8 × 0.5 = 0.4

M[1,NN] = π(NN) P(the |NN) = 0.1 × 0.01 = 0.001

M[1,IN] = π(IN) P(the | IN) = 0.05 × 0 = 0

M[1,VBD] = π(VBD) P(the |VBD) = 0.05 × 0 = 0

Forward

DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

st

DT NN IN VBD

0.8 0.1 0.05 0.05π

s
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the cat sat on the mat

DT 0.4

NN 0.001

IN 0

VBD 0

M[T, K]

44



Viterbi decoding

DT

NN

IN

VBD

catthe

DT

NN

IN

VBD

M[2,DT] = max
k

M[1,k] P(DT |k) P(cat |DT )

Forward

DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

st

the cat sat on the mat

DT 0.4

NN 0.001

IN 0

VBD 0

M[1,K]

0

= 0
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Viterbi decoding

DT

NN

IN

VBD

catthe

DT

NN

IN

VBD

Forward

M[2,NN] = max
k

M[1,k] P(NN |k) P(cat |NN)

DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

st

the cat sat on the mat

DT 0.4 0

NN 0.001

IN 0

VBD 0

M[1,K]

0.064

= 0.064
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Viterbi decoding

DT

NN

IN

VBD

catthe

DT

NN

IN

VBD

Forward

M[2,IN] = max
k

M[1,k] P(IN |k) P(cat | IN)

DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

st

the cat sat on the mat

DT 0.4 0

NN 0.001 0.064

IN 0

VBD 0

M[1,K]

0

= 0
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Viterbi decoding

DT

NN

IN

VBD

catthe

DT

NN

IN

VBD

Forward

M[2,VBD] = max
k

M[1,k] P(VBD |k) P(cat |VBD)

DT NN IN VBD

DT 0.05 0.8 0.05 0.1

NN 0.05 0.2 0.15 0.6

IN 0.5 0.2 0.05 0.25

VBD 0.3 0.3 0.3 0.1

st+1

st

ot

the cat sat on mat

DT 0.5 0 0 0 0

NN 0.01 0.2 0.01 0.01 0.2

IN 0 0 0 0.4 0

VBD 0 0.01 0.1 0.01 0.01

st

the cat sat on the mat

DT 0.4 0

NN 0.001 0.064

IN 0 0

VBD 0

M[1,K]

= 0.0004

0.0004
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Viterbi decoding

DT

NN

IN

VBD

catthe

DT

NN

IN

VBD

M[2,DT] = max
k

M[1,k] P(DT |k) P(cat |DT ) = 0

M[2,NN] = max
k

M[1,k] P(NN |k) P(cat |NN) = 0.064

M[2,VBD] = max
k

M[1,k] P(VBD |k) P(cat |VBD) = 0.004

M[2,IN] = max
k

M[1,k] P(IN |k) P(cat | IN) = 0

Forward
49



the cat sat on the mat

DT 0.4 0

NN 0.001 0.064

IN 0 0

VBD 0 0.004

M[T, K]

50



Viterbi decoding

DT

NN

IN

VBD

catthe sat

DT

NN

IN

VBD

M[3,DT] = max
k

M[2,k] P(DT |k) P(sat |DT ) = 0

M[3,NN] = max
k

M[2,k] P(NN |k) P(sat |NN) = 0.000128

M[3,VBD] = max
k

M[2,k] P(VBD |k) P(sat |VBD) = 0.00384

M[3,IN] = max
k

M[2,k] P(IN |k) P(sat | IN) = 0

Forward

DT

NN

IN

VBD
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the cat sat on the mat

DT 0.4 0 0

NN 0.001 0.064 0.000128

IN 0 0 0

VBD 0 0.008 0.00384

M[T, K]
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Viterbi decoding

DT

NN

IN

VBD

The cat sat on

DT

NN

IN

VBD

DT

NN

IN

VBD

DT

NN

IN

VBD

M[i, j] = max
k

M[i − 1,k] P(sj |sk) P(oi |sj) 1 ≤ k ≤ K 1 ≤ i ≤ n

Pick max
k

M[n, k] and backtrackBackward:
53



Viterbi decoding

M[i, j] = max
k

M[i − 1,k] P(sj |sk) P(oi |sj) 1 ≤ k ≤ K 1 ≤ i ≤ n

Time 
complexity?

Pick max
k

M[n, k] and backtrackBackward:

DT

NN

IN

VBD

The cat sat on

DT

NN

IN

VBD

DT

NN

IN

VBD

DT

NN

IN

VBD
O(K x K x n )
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Beam Search

• If K (number of states) is too large, Viterbi is too expensive!

DT

NN

IN

VBD

The cat sat on

DT

NN

IN

VBD

DT

NN

IN

VBD

DT

NN

IN

VBD
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Beam Search

DT

NN

VBD

IN

The cat sat on

DT

NN

VBD

IN

DT

NN

VBD

IN

DT

NN

VBD

IN

Many paths have very low likelihood!

• If K (number of states) is too large, Viterbi is too expensive!
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Beam Search

• If K (number of states) is too large, Viterbi is too expensive!


• Keep a fixed number of hypotheses at each point


• Beam width, β

57



Beam Search

• Keep a fixed number of hypotheses at each point

DT

NN

VBD

IN

The

β = 2

score = − 4.1

score = − 9.8

score = − 6.7

score = − 10.1

58



Beam Search

• Keep a fixed number of hypotheses at each point

The cat

DT

NN

VBD

IN

Step 1: Expand all partial sequences in current beam

DT

NN

VBD

IN

β = 2

score = − 16.5

score = − 6.5

score = − 13.0

score = − 22.1
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Beam Search

• Keep a fixed number of hypotheses at each point

The cat

DT

NN

VBD

IN

DT

NN

VBD

IN

β = 2

Step 2: Prune set back to top  sequences β

score = − 16.5

score = − 6.5

score = − 13.0

score = − 22.1
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Beam Search

• Keep a fixed number of hypotheses at each point

The cat

DT

NN

VBD

IN

DT

NN

VBD

IN

β = 2

sat on

DT

NN

VBD

IN

DT

NN

VBD

IN

Pick max
k

M[n, k] from within beam and backtrack
61



Beam Search

• If K (number of states) is too large, Viterbi is too expensive!


• Keep a fixed number of hypotheses at each point


• Beam width, 


• Trade-off computation for (some) accuracy

β

Time complexity?

β × K × T
62



Beyond unigram HMMs

63



Beyond bigrams

• Real-world HMM taggers have more relaxed assumptions


• Trigram HMM: P(st+1 |s1, s2, . . . , st) ≈ P(st+1 |st−1, st)

DT NN VBD IN

The cat sat on

Pros? Cons?
64



HMMs for language modeling

• Language modeling: estimate probability of sentence


P(the, cat, sat, on, the, mat) = ??


• Need to sum over the probabilities of the possible states





• Use Viterbi-like algorithm, but take sum instead of max!


• Known as the “Forward” algorithm


<latexit sha1_base64="0h6gojZf/IFqudUze8bX6wioNvE="></latexit>

P (O) = P (o1, o2, . . . , on) =
X

s1,...,sn

nY

t=1

P (ot|st)P (st|st�1)

65



Generative vs Discriminative

• HMM is a generative model


• Can we model  directly?P(s1, . . . , sn |o1, . . . , on)

Generative Discriminative

Naive Bayes: 
P(c)P(d |c)

Logistic Regression: 
P(c |d)

HMM: 
P(s1, . . . , sn)P(o1, . . . , on |s1, . . . , sn)

MEMM: 
P(s1, . . . , sn |o1, . . . , on)

66

No factorization



MEMM

DT NN VB IN

The cat sat on

DT NN VB IN

The cat sat on

HMM MEMM

• Compute the posterior directly:





• Use features: 

̂S = arg max
S

P(S |O) = arg max
S ∏

i
P(si |oi, si−1)

P(si |oi, si−1) ∝ exp(w ⋅ f(si, oi, si−1))

67

No factorization

Into emission and transition probabilities



Conditional Random Field (advanced)

• Compute log-linear functions over cliques


• Less independence assumptions


• Ex: P(st |everything else) ∝ exp(w ⋅ f(st−1, st, st+1, O))

s1 s2 s3 s4

o1 o2 o3 o4
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Conditional Random Field (advanced)

• Define feature functions  


• Compute score 


• Normalize 

f

w ⋅ f(st−1, st, st+1, O)

P(st |O) = exp(w ⋅ f(st−1, st, st+1, O))
∑s exp(w ⋅ f(st−1, st, st+1, O))

s1 s2 s3 s4

o1 o2 o3 o4

69

Global normalization 

can be expensive

Global vs Local 
normalization



Conditional Random Field (advanced)

• Decoding: Best sequence can be found using the Viterbi algorithm


• Training:  Find parameters using variant of Forward algorithm (or SGD)


• Can be used on top of other model outputs to refine output for consistency

s1 s2 s3 s4

o1 o2 o3 o4
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Summary

• Sequence modeling - POS tagging, Named Entity Recognition 
• Hidden Markov Models (HMM) 

• Generative model 
• Markov assumption: assume current state only depend on last few states 
• Labels are considered “hidden states” 
• Training 

• If training data includes labels, MLE is simple 
• More generally (partially observed/no labels), use Expectation-Maximation 

(EM)  
• Decoding 

• Greedy, Viterbi (exact), Beam search 
• CRFs - Discriminative, log-linear models for sequence modelling
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